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1 Introduction

Many programmers’ first question will be, “Why do we need yet another programming language?” The world has had its share of programming lan​guages — some targeted for specific problem domains, and others geared for general-purpose solutions. Certainly, one of the myriad of languages available already can solve any programming problem we face. Why go through all of the effort to learn yet another one?

To answer that question, let’s look at what makes one programming language different from another. Is it capability? In the strictest sense of the question, the answer is certainly no. <Who was it?> showed in <when was it?> that a lan​guage needs only three constructs to be capable of solving any problem a computer can solve:

· Sequential execution

· Conditional execution

· Looped execution

If this is true, then what makes all of these languages different? Why choose one over another? There are several answers, but the general reason to prefer a particular language is convenience. Few people will argue that writing raw machine-level instructions is as convenient as using a high-level language. Both can solve the same problems, but the high-level language is almost always more convenient. The goal of graam is to be the most convenient programming language for solving the widest variety of problems. Let’s look at some specific areas that distinguish graam from other languages.

1.1 Layered Approach

One of the important concepts we learned from the object-oriented program​ming revolution was the benefit of abstraction. Because our human minds are capable of maintaining only a (small) finite number of simultaneous concepts, it is important to combine a complex problem’s low-level details into a smaller number of abstract, cohesive groups, each addressing a specific higher-level aspect of the problem. These groups can then be grouped further into more and more abstract layers.

Most programming languages provide either high-level or low-level language constructs. Some compiler vendors have implemented their own specific extensions to patch high-level languages with low-level access. In contrast, graam’s design provides access to both very high-level and very low-level constructs, as well as several layers in between. This allows programmers to work on the level of abstraction that is appropriate for their own applications.







Figure 1 – Layered Approach

1.2 Extensibility

Most high-level languages allow programmers to “extend” the language by defining additional functions, procedures, and data types. A few languages also allow new implementations for existing operators. So, most languages are extensible to some degree.

In graam, extensibility goes much farther. Programmers are free to define their own operators, expand parsing of method arguments, and even create methods that execute at compile time to evaluate expressions, issue warnings or errors, or construct intermediate code
. Using these compile-time methods, program​mers actually add to the compiler and truly extend the language. The power of this extensibility is clear when you consider that almost all of the basic graam language features — including the basic arithmetic operators and all but the most elemental data types — are defined in the standard package using graam itself. 

This extensibility is a natural result of the layered design of the graam language. The building blocks for the high-level language constructs are implemented using the same intermediate code that programmers can use. For example, high-level data types such as arrays and sets are implemented as graam meta-classes with custom operators using the same mechanism programmers can use to construct their own custom data types. 

By allowing programmers to extend the language in this way, graam permits the construction of domain-specific libraries that use the terminology of that domain. It also allows the graam compiler to become the engine that powers sophisticated third-party tools for program generation.

1.3 Tool Integration

Vendors have been selling Integrated Development Environments (IDEs) for many years, but graam provides a new level of compiler-tool integration potential. Most IDEs are force-fitted to an edit-compile-link-execute process assumed by most compilers. Syntax-coloring editors duplicate the parsing effort of the compiler and still do not report even obvious syntax errors. Computer-Aided Software Engineering (CASE) tool-based diagrams and re​quirements specifications become out-of-sync with executable code or riddle the code with unintelligible comments. The graam language has three features to improve tool integration: a parser-driven environment, compiler tags, and presentation tags.

1.3.1 Parser-Driven Environment

Most development processes follow a cycle with separate edit, compile, link, and execute steps. In the edit step, the programmer uses an editor to write or modify the source code for an application or library. This source code is then saved to a file. Next, the programmer uses a compiler to translate the source code files into object code files. A linker then links the object code files to​gether to form the final application or library. Because these are all separate tools, there is very little communication between them.

The parser for the graam compiler is the central tool in the entire development environment. As an editor application makes changes to the source code, it notifies the parser. When the parser receives those change notifications, it notifies its interested parties of the tokens it recognizes. The key to graam’s integration is that any tool can receive the parser’s messages. (Depending on the host’s configuration, those tools may even be running on different machines.) An editor can react to the parser by coloring the text or by highlighting errors. The compiler reacts by generating object code. As the object code changes, the compiler notifies the linker, which builds the final application. All of this happens as the changes are taking place, so there is no need for a separate build step.

1.3.2 Compiler Tags

Compiler tags are used to control the behavior of a compiler, or to provide feedback from the compiler. A tag that controls the compiler’s behavior might be a request that a particular variable reside in a register. An example of a feed​back tag might be an indication that a block of code was re-ordered for optimi​zation.

Generally this information is not necessary for programmers trying to under​stand the general approach of an algorithm. By placing this type of instruction in a specially formatted language construct, graam allows the editor to hide unnecessary details from an overview, and show them only when the program​mer wishes to see them. Because they are specified as an official part of the language, tools from different vendors can integrate seamlessly.

1.3.3 Presentation Tags

Presentation tags are similar to compiler tags except they are hints to the editor. The compiler treats them as whitespace, and they generate no object code. They are used to specify a consistent format across various editors and as an officially sanctioned place for vendors to attach editor-specific information to a language construct. For example, an editor may embed a presentation tag that tells it to display members of a certain class in red. Another editor may embed size and position measurements to specify where an object’s icon appears in a particular diagram. A requirements-tracking tool may use presentation tags to link class members with paragraphs of a requirements document.

There is a set of core presentation tags with specific definitions, but tool ven​dors are free to create their own tags for their own purposes. An editor ignores any presentation tags it does not recognize. With presentation support embed​ded directly in the source code, there is little chance of divergence between code and supporting documents.

1.4 Concurrent Programming

One of programmers’ most difficult challenges is maintaining simultaneously executing code. Different execution environments have different ways of launching different threads of execution and then synchronizing them. Graam provides a unified approach to many of these challenges.

To indicate that different statements are independent and can be executed simultaneously, a programmer simply places those statements in a parallel block: {|| … ||}. The compiler takes care of making the appropriate system calls to assign the statements to different threads. It also waits at the bottom of the block until all of the enclosed statements have completed.

When multiple threads are executing concurrently, programmers often need to protect certain statements to make sure that their execution is not interrupted by another thread. An example of this situation would be using and incrementing a controlled sequence number. To protect a sequence of statements from inter​ruption, a programmer wraps it in a critical block: {= … =}. The compiler builds in the system commands necessary to freeze the other threads while the block executes.

1.5 Programmer Protection

Every programming language seems to have its “gotchas” and land mines. These are combinations of language features that conspire together to make it easy for programmers to write incorrect code without knowing it. Part of the reason for these problem areas is that language designers are human. There is no way for an individual or a team – no matter how diligent – to reconcile every place where a convenience for one becomes a snare for another.

The decision to write graam was largely a response to these problems in the prevailing languages of its day. In some of these languages, simple typographi​cal errors could result in code that appears to do one thing, but actually does something quite different. In graam, the designers tried to make sure that com​mon typing mistakes result in compiler errors, rather than becoming alternative valid statements.

As careful as the designers were, however, subtle traps are bound to come up, and graam provides a mechanism to detect and prevent those traps. Because of graam’s design, programmers can add code to the compiler to look for their own common mistakes and issue warnings or error messages when it finds them. 

1.6 Project Management

The graam language specification defines the structure of a graam project, which contains information about a system’s contents and their locations. A project administrator can set up a central project repository to hold information common to multiple projects or to multiple team members.

This repository can reside in any location for which an appropriate graam data-access class has been defined. On most platforms, classes are available for the following types of locations:

· Local file system directory

· Networked directory

· Source code/version control system

· Object or Relational Database

Using a repository, the project administrator grants access to common source code, defines the severity of warning or error messages, and configures tools to extend the development environment. By requiring programmers to use the official repository, and by including tools such as code conformance verifiers, the project administrator can maintain controls to improve the quality of the code that becomes part of a project.

2 General Concepts

In some respects, graam is a surprisingly small language. Most of graam’s power comes not from the language specification itself, but from a library of pre-written graam code known as the “standard package.” Later chapters will explore the features of the standard package, but now we will focus on graam’s fundamental building blocks. 

2.1 Objects

The term object is purposely generic. An object is an entity – an item – a some​thing. In graam, anything that can hold a value (or a collection of values) is an object. Most objects are also intelligent enough to manipulate or react to the value(s) they hold. An object may be as simple as a single number or as complex as an entire application.

2.1.1 Declarations

int16 x;
x := 5;

The first line of code above is an empty declaration, declaring x to be an object whose type is int16. The type tells what kind of value x may hold. The second line assigns the specific value 5 to the object x. An object’s declaration and its assignment can be combined into a single line (which is functionally equivalent), called an assigned declaration:

int16 x := 5; 

There are many programmers who avoid empty declarations because of the risks involved when variables have unknown or garbage values. Project administrators can prevent empty declarations by upgrading the severity of the message generated when the graam compiler finds them. By default, this message is silent, producing neither warning nor error.

2.1.2 Variables, Constants, and Literals

In the example code above, we saw that x is an object. More specifically, x is a variable object, which means that its value or contents can change during execution. Sometimes it is desirable to make an object whose value or contents cannot change. These are called constant objects. Objects become constant through the addition of the reserved word constant in their declarations:

constant int16 w := 5; 

In this example, w is a constant object of type int16 whose value is fixed at 5. If a programmer tries later to assign any value to w (even the value 5, which it already holds) the graam compiler will generate an error message. 

If an object is “anything that can hold a value,” then what is the 5 in the examples above? It, too, is an object. Things like 5, ‘A’ and “graam” are literal objects. They do not need to be declared, and their types and values are implied. Attempting to assign any value to a literal object will result in an error message from the compiler.

2.2 Data Types

2.2.1 Classes

2.2.1.1 Attributes

So far, the objects we have seen hold only a single value. Objects can also hold multiple values that work together to form a concept. For example, a rectangle requires several values working together to define all four of its sides.  In graam, a class is used to define the kinds of values contained in an object. Consider one possible class for rectangles:

class rectangle 
{
visible to any:

  int16 Left;
  int16 Right;
  int16 Top;
  int16 Bottom;
}

This declaration says that objects of class rectangle will each contain four separate attribute objects – Left, Right, Top, and Bottom – all of type int16. Using this class, then, we can declare an object myRect of class rectangle thus:

rectangle.type myRect; 

Classes are not themselves data types, so we cannot use “rectangle” alone to declare myRect. Because myRect must be declared with a data type, we used the qualifying operator dot (‘.’) and the reserved word type to ask the class for an anonymous data type that represents the class rectangle.

Once we have the object myRect, we use the dot operator again to refer to individual attributes of the object:

int16 height := myRect.Bottom – myRect.Top;

Note that rectangle is a class, not an object. Expressions like rectangle.Left are meaningless because a class is only a description of an object, not an object itself.

2.2.1.2 Methods

A class defines not only the types of values that form its objects, but also the behavior of those objects. A class’s methods are the actions that its objects can perform.  Let’s change our rectangle class to teach its objects how to move themselves and calculate their own perimeters. We do this by adding the two methods move and getPerimeter:

class rectangle 
{
visible to any:

  int16 Left;
  int16 Right;
  int16 Top;
  int16 Bottom;

  method move(in int16 dX, in int16 dY)
  {
    Left   += dX;
    Right  += dX;
    Top    += dY;
    Bottom += dY;
  }

  int16 getPerimeter()
  {
    int16 height := Top – Bottom;
    int16 width := Right – Left;
    result := (height*2) + (width*2);
  }
}

Notice that getPerimeter is defined using the data type int16, which is the type of object it returns. move uses the keyword method in its definition because it does not return any value. Methods with return values are often called functions. 

Describe formal parameters and in, out, and in out. All class functions and class methods have an implied in out parameter named this. All functions have an implied out parameter named result. 

An object’s methods are accessed the same as its attribute objects, using the dot operator:

if (myRect.getPerimeter() < 15)
{
  myRect.move(2, 2);
}

Describe actual parameters and how they relate to formal parameters. 

2.2.1.3 Properties

In class rectangle, we defined four attribute objects: Left, Right, Top and Bottom. Assuming a constant origin and orientation, these attributes are all we need to identify the rectangle that the object represents. With these four attributes, we can determine other things about the rectangle such as its width, height, perimeter, area, etc.

For our rectangle objects, we chose to store the left, right, top, and bottom coordinates, but we could easily have chosen to store the top and left coordinates along with the width and height. Had we done that, the right and bottom coordinates would be calculated when they were needed. What we choose to store and what we choose to calculate is an implementation detail that should remain transparent to programmers who use our objects. To help hide those details, we define properties for those things that are calculated. Here is the class rectangle revisited with properties:

class rectangle 
{
visible to none:

  int16 Left;
  int16 Right;
  int16 Top;
  int16 Bottom;

  method SetWidth(in int16 newWidth)
  {
    Right := Left + newWidth;
  }

  method SetHeight(in int16 newHeight)
  {
    Bottom := Top + newHeight;
  }

visible to any:

  method move(in int16 dX, in int16 dY)
  {
    Left   += dX;
    Right  += dX;
    Top    += dY;
    Bottom += dY;
  }

  property int16 left   read write Left;
  property int16 right  read write Right;
  property int16 top    read write Top;
  property int16 bottom read write Bottom;

  property int16 width  read Right – Left
                        write SetWidth()
  property int16 height read Bottom – Top
                        write SetHeight();

  property int16 area      read width * height;
  property int16 perimeter read (width*2) + (height*2);
}

Left, Right, Top, and Bottom are no longer visible outside of the class. The visible to any and visible to none are visibility specifiers. Use the properties left, right, top, and bottom instead of the attributes themselves. If you were to say x := myRect.width, the compiler performs the calculation x := myRect.Right ‑ myRect.Left. No visibility violations occur, though, because the translation is done within the class. If you were to say myRect.width := a + b, the compiler calls myRect.SetWidth(a + b). Saying myRect.area := x generates a compiler error because there is no write access to the area property.

In general, all attributes should be visible to none, with properties defined to grant visibility only where it is needed.

2.2.2 Metaclasses

The rectangle class we just defined is quite useful already. It knows its dimensions, its location, its area, its perimeter, and how to move itself. But as it stands now, it is still insufficient for many things.

All of the attributes and properties have been defined as signed 16-bit integers (int16). This helps keep the objects compact, but sometimes a programmer may need a bit more (or less) precision for an application. Perhaps the situation calls for an unsigned 32-bit integer (uint32) or a high-precision floating-point number (float80). To solve this problem, programmers can define metaclasses that generate specific versions of a class at compile time. Here is rectangle again, this time implemented as a metaclass:

metaclass rectangle 
{
visible to any:

  compiler.datatype type(in number.datatype T)
  {
    class Rectangle
    {
    visible to none:

      T Left;
      T Right;
      T Top;
      T Bottom;

      method SetWidth(in T newWidth)
      {
        Right := Left + newWidth;
      }

      method SetHeight(in T newHeight)
      {
        Bottom := Top + newHeight;
      }

    visible to any:

      method move(in T dX, in T dY)
      {
        Left   += dX;
        Right  += dX;
        Top    += dY;
        Bottom += dY;
      }

      property T left   read write Left;
      property T right  read write Right;
      property T top    read write Top;
      property T bottom read write Bottom;

      property T width  read Right – Left
                        write SetWidth();
      property T height read Bottom – Top
                        write SetHeight();

      property T area      read width * height;
      property T perimeter read (width*2) + (height*2);
    }

    result := Rectangle.type;
  }
}

Each metaclass defines a function type that returns a data type. This function can accept any parameters it needs to determine how to generate the desired data type. In this case, all we care about is the coordinate system’s data type, received through the formal parameter T. The parameter T is defined to be of type number.datatype, so it can accept any data type that has been derived from the metaclass number, part of the standard package. This data type is used in the definition of the class Rectangle (with the capital R), which is internal to the metaclass function type. Everywhere int16 was used in our earlier definition of class rectangle, we use T in the definition of our internal class Rectangle. The last thing type does is to set its result to the data type of the class Rectangle.

Recall that to make an object of the class rectangle, we used the expression rectangle.type as the data type for the declaration. To use the new metaclass rectangle to create a functionally identical data type, we extend that syntax slightly:

rectangle.type(int16) myRect;

In this declaration, we call metaclass rectangle’s function type with a parameter of int16. The metaclass function executes during compile time and returns the data type we use to define myRect. 

2.2.3 Declared Types

Recall that type’s parameter T was declared to be number.datatype, which restricts it to data types derived from the metaclass number. In our example, though, we passed int16 as the parameter. How is int16 derived from metaclass number?

Deep inside the standard package is the following line of code:

typedef number.type(bits:=16) int16;

The keyword typedef is used to declare new data types. This line calls metaclass number’s type function, setting the bits parameter to 16 and using default values for all other parameters. This function returns an anonymous data type, and the typedef statement assigns to that data type the name int16.

We could declare a data type for 16-bit rectangles thus:

typedef rectangle.type(int16) rect16;

From then on, we can declare objects of that type as follows:

rect16 myRect;

There are good reasons to declare your own data types. First, declaring objects is more straightforward with named data types than with anonymous data types. Second, and more important, declared types provide some degree of protection against logical errors. We said earlier that an object’s type determines what kind of value the object can hold. That is true, but a type can do more than that. It can also give meaning to the value. For example, consider the following declarations:

typedef int16 degrees_F;
typedef int16 degrees_C;

degrees_F
chicago_temp := 12;
degrees_C
paris_temp := 12;

The value 12 is valid for both objects, but it means something considerably colder assigned to chicago_temp than to paris_temp. Using two different declared types helps the compiler detect logical errors like the following:

chicago_temp := 13;
paris_temp := 12;

if (paris_temp < chicago_temp) // Causes compiler error
{
  // It is easy to think this means that
  // Paris is colder than Chicago. Because
  // paris_temp is degrees_C and chicago_temp
  // is degrees_F, the comparison is invalid.
}

The reason this snippet causes a compiler error is that paris_temp and chicago_temp are objects of different types. Had we used int16 for both (or, worse yet, number.type(bits:=16) for both), the compiler would have compared them without complaining.

2.2.4 typedef vs. alias

Sometimes, you will want to use two different names to refer to the same data type. For example, suppose you are using a code library with the following declaration:

typedef int16
  type_to_which_some_uncaring_soul_gave_a_very_long_name;

In this library are many other classes and methods that are dependent on this hideously long type name, so in order to use this library, you must clutter your own source code with object declarations using this name. To reduce this clutter (and save typing!), you might try to declare your own type:

typedef
  type_to_which_some_uncaring_soul_gave_a_very_long_name
  long_named_type; // Different types
Unfortunately, long_named_type and type_to_which_some_uncar​ing_soul_gave_a_very_long_name are different types, so your long_named_type objects cannot be used with this library without using other language features that bring back in all of the clutter you are trying so hard to avoid. You might try the following instead:

typedef int16 long_named_type; // Still Different Types
But this still creates a new data type. To assign a new name without declaring a new data type, create an alias of the declared type:

alias
  type_to_which_some_uncaring_soul_gave_a_very_long_name
  long_named_type;

With this declaration, long_named_type and type_to_which_some_uncar​ing_soul_gave_a_very_long_name can be used interchangeably without any complaints from the compiler.

The reserved word alias is used for more than just renaming data types. It can be used to attach a name to practically any expression. When the compiler sees the name, it automatically substitutes the aliased expression.

2.3 Operators

2.4 Statements

2.5 Comments

2.6 Compiler Tags

2.7 Presentation Tags

2.8 Packages

A package is primarily an organizational unit used to group together other units that are related in some way. For example, the standard package is the collection of objects, data types, operators, etc. that work together to provide basic language features. Besides helping programmers organize their code, packages serve two additional purposes:

1) Packages distinguish between different implementations of a common concept. Suppose ESP Hardware, Inc. and Mindreader Corp. sell brainwave collection devices and associated software development kits. Both kits include a data type named thought. If a single project utilized the software development kits from both vendors, the compiler could become confused as to whose version of thought was being used. If the vendors declare their respective data types inside packages named esphinc and mindreader, for example, then the programmer uses the package name to qualify the data type name by referring to either esphinc.thought or mindreader.thought.

2) Packages define visibility boundaries for information hiding. Remember rectangle’s visibility specifiers visible to any and visible to none. Members of a class, metaclass, or package can have visibility granted explicitly to other packages. Consider the theoretical package mindreader from the above example. Perhaps the package has low-level classes sensor and alphaWave to handle low-level communication and interpretation. In order for these classes to build a thought object properly, they may need access to low-level members of thought (maybe addAlpha(), for example) that the package designers want to keep hidden from high-level application programmers. They can do this by creating a nested package lowlevel inside package mindreader. The sensor and alphaWave classes would be members of package mindreader.lowlevel, and thought’s addAlpha() method would be declared with a visibility specifier visible to lowlevel.

3 Program Flow

3.1 Blocks of Statements

3.1.1 Sequential Blocks

{
  DoThisFirst();
  DoThisSecond(); // Starts after DoThisFirst() completes.
}

3.1.2 Parallel Blocks

{||
  DoThreadFunction1();  // These two functions can be
  DoThreadFunction2();  // executed simultaneously.
||}

3.1.3 Critical Blocks

{=
  myNumber = sequenceNumber; //No other processing occurs
  sequenceNumber++;          //between these two lines.
=}

3.2 Conditional Statements

3.2.1 If – Else Statement

if ( boolean_expression = true)
{
  DoOneThing();
}
else if (boolean_expression_2 = true)
{
  DoAnotherThing();
}
else
{
  DoSomethingElse();
}

3.2.2 Switch – Case Statement

switch
{
  case boolean_expression:
  {
    DoOneThing();
  }
  case boolean_expression_2:
  {
    DoAnotherThing();
  }
  default:
  {
    DoSomethingElse();
  }
}

switch all
{
  case boolean_expression:
  {
    DoOneThing();
  }
  case boolean_expression_2:
  {
    DoAnotherThing();
  }
  default:
  {
    DoSomethingElse();
  }
}

switch (integer_expression)
{
  case 0, 1, 3, 5:
  {
    DoOneThing();
    fallthrough;
  }
  case 2, 4, 6, 8:
  {
    DoAnotherThing();
  }
  case integer_expression_2:
  {
    DoYetAnotherThing();
  }
  default:
  {
    DoSomethingElse();
  }
}

3.3 Repeating Statements

3.3.1 Loop – Exit

loop loop_name
{
  DoSomething();
  if (WeAreDone() = true)
  {
    exit loop_name;
  }
}

3.3.2 Loop Until

loop
{
  DoSomething();
} until WeAreDone();

3.3.3 Loop While

loop while WeAreDone() = false;
{
  DoSomething();
}

3.3.4 Loop With

loop with x in myArray.range
{
  Manipulate(myArray[x]);
}

loop with x in myArray.range
{
  Manipulate(myArray[x]);
} until WeAreDone();

//simple sequential search
loop with x in myArray.range until myArray[x] = 25;
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